
HIMANSHI SHRIVAS 
Software Engineer 

Charlotte, NC  |  himanshishrvs0007@gmail.com  |  +1 (704) 293-1718  |  linkedin.com/in/himanshishrivas  |  PORTFOLIO 

PROFESSIONAL SUMMARY 

Full Stack Developer with 4+ years of combined software engineering experience designing and scaling distributed systems and 
microservices architectures. At Capgemini, architected log intelligence infrastructure across 60+ microservices, cutting incident triage time 
by ~80% (2-3 hrs to <30 mins), improving system reliability and reducing MTTR by 30%. Strong expertise in Java, Python, Spring Boot, and 
cloud-native architectures (AWS, Docker), with hands-on experience implementing RESTful APIs, building fault-tolerant services, and 
optimizing CI/CD pipelines. Proven track record of improving system resilience, deployment efficiency, and engineering productivity through 
observability, automation, and scalable backend design. 

TECHNICAL SKILLS 

Languages: Java, Python, JavaScript, TypeScript, SQL, HTML/CSS 

Frameworks & Libraries: Spring Boot, Hibernate/JPA, React, Angular, Django, Node.js, Scikit-learn, XGBoost, Pandas, MLlib 

Databases: PostgreSQL, MySQL, MongoDB, Redis 

Cloud & DevOps: AWS (EC2, S3, CloudWatch), GCP, Docker, Jenkins, Kubernetes 

ML / AI: LLM Integration, RAG Pipelines, LangChain, Function Calling, AI Agents (Agentic AI), Model Evaluation, A/B Testing 

Tools: Git, GitHub, GitLab, Postman, GraphQL, Splunk, Grafana, Jira, SonarQube, Copilot, Claude Code, Maven, Gradle, RabbitMQ 

Core Concepts: DSA, OOP, System Design, Microservices, Unit Testing (JUnit, Mockito) 

PROFESSIONAL EXPERIENCE 

Senior Software Engineer – Capgemini Technologies                                                                                                               Oct 2021 – Dec 2024 
•​ Built and tested RESTful Spring Boot APIs for microservice integrations, using Swagger for documentation and Postman for endpoint 

validation, with unit/integration test suites in JUnit and Mockito achieving 85%+ code coverage enforced via SonarQube quality gates. 

•​ Designed and deployed a log intelligence pipeline leveraging statistical anomaly detection across 60+ microservices, reducing incident 
triage time by ~80% (2-3 hrs to <30 mins) and enabling proactive failure detection. 

•​ Owned production reliability across distributed services, building observability and alerting systems (Splunk, Grafana, AWS CloudWatch) 
to reduce MTTR by 30% and enable rapid iteration on high-impact failures. 

•​ Built a 0 to 1 engineering analytics dashboard tracking 10+ delivery KPIs within an Agile/Scrum delivery model, reducing manual 
reporting by ~50% and improving sprint delivery predictability by ~25% through bottleneck detection. 

•​ Engineered fault-tolerant service mesh patterns (retry logic, circuit breakers, graceful degradation) across distributed microservices, 
reducing cascading failure incidents and improving system resilience under peak load. 

•​ Designed Jenkins CI/CD pipelines with Git-based version control for building, testing, and deploying microservices on AWS. 

•​ Implemented application security using Spring Security and JWT authentication and authorization to secure APIs and manage user 
access. 

•​ Integrated Angular frontend with Spring Boot REST APIs to enable seamless communication between frontend and backend services. 

Software AI Development Intern – Touio (Ginjer AI)                                                                                                                  May 2026 – Present 
•​ Own end-to-end delivery of an AI microservice - TypeScript/Node.js backend, GraphQL API integrations, MongoDB, and JWT auth, 

powering secure LLM-driven operations from architecture through deployment. 

•​ Engineering a multi-agent AI orchestration framework with function calling, agent-to-agent coordination, conversation memory, and 
real-time SSE streaming to automate multi-step IoT infrastructure provisioning workflows. 

•​ Developing document intelligence pipelines using multimodal LLMs and PDF parsing to auto-generate, validate, and test payload 
decoder logic from IoT hardware datasheets. 

•​ Designing secure AI execution workflows with sandboxed code validation, credential isolation, and resilient session persistence for 
production-scale enterprise deployments. 

•​ Partnering directly with clients on requirements gathering, feedback loops, and reviews, leading demos and POC walkthroughs to 
translate business needs into technical specifications. 

Graduate Teaching Assistant – UNC Charlotte                                                                                                                             May 2025 – Present 
•​ Mentored 100+ students across Big Data Analytics and Software Engineering, leading labs and guiding projects covering data pipelines, 

ML/AI model development, A/B testing, and Python-based analytics. 

•​ Supported Software Engineering course delivery covering Agile, design patterns, requirements engineering, and software process 
models across evaluations and office hours. 

Student Researcher (ML & Signal Processing) – UNC Charlotte                                                                                              Jan 2026 – Aug 2026 
•​ Researching attentiveness detection using multimodal neurophysiological signals (EEG and fNIRS) across cognitive tasks, under faculty 

supervision with a target toward peer-reviewed publication. 

•​ Building end-to-end signal preprocessing, artifact removal, and feature extraction pipelines in Python to support a deep learning model 
for neurological state classification. 

 
   

https://darpan02-cypher.github.io/himanshi-portfolio/


Web Developer Intern, Allsoft Solutions                                                                                                                                                  Feb 2021 – Jun 2021 

  • Built healthcare interoperability web portal using IBM Cloud and data science tooling.  
 

Developer Intern, Blucursor Technologies                                                                                                                                             Jul 2020 – Oct 2020  
• Built face-detection module for a computer-vision attendance system.  

PROJECTS 

E-Commerce Full-Stack Web Application  |  Java, Spring Boot, PostgreSQL, React, JWT, Docker, JUnit, Mockito |  GITHUB 
•​ Architected a scalable e-commerce platform with Spring Boot REST APIs, PostgreSQL, and React, supporting secure authentication, 

product management, and shopping cart workflows. 

•​ Implemented stateless JWT-based authentication and role-based access control using Spring Security, securing all protected endpoints. 

•​ Developed end-to-end CRUD APIs following RESTful API design principles, with search capabilities and optimized database interactions 
for efficient product catalog and transaction management. 

•​ Improved application resilience through retry policies, circuit breakers, and graceful degradation via Resilience4j, maintaining high test 
coverage with JUnit and Mockito. 

Distributed Task Scheduler  |  Java, Spring Boot, Redis, PostgreSQL, Docker | GITHUB 
•​ Architected a distributed task scheduling platform using Spring Boot, Redis, and PostgreSQL, enabling asynchronous job execution 

across worker nodes and significantly improving processing throughput. 

•​ Designed fault-tolerant worker services with idempotent execution, exponential backoff retries, and at-least-once delivery guarantees, 
ensuring reliable task processing during transient failures. 

•​ Implemented Redis-backed message queues and lifecycle state management (PENDING → PROCESSING → SUCCESS/FAILED), 
eliminating race conditions and enabling scalable workload distribution. 

•​ Containerized services with Docker and exposed health/monitoring endpoints, improving deployment consistency and operational 
visibility across environments. 

NeuroSigns — Cloud Analytics Pipeline for Precision Psychiatry  |  Apache Spark, MLlib, Streamlit, Python  | LIVE 
•​ Engineered a distributed analytics pipeline using Apache Spark to process and analyze neuroimaging and clinical data, curating 

task-relevant signals through scientific feature selection to enable scalable model training. 

•​ Built high-dimensional data transformation workflows generating 4,950+ predictive features per patient from brain connectivity 
networks and graph-theoretic metrics. 

•​ Developed ML pipelines using Spark MLlib to predict neurofeedback treatment outcomes, supporting data-driven clinical 
decision-making. 

•​ Deployed streaming-based prediction workflows and interactive Streamlit dashboards, enabling near real-time analytics and 
visualization for research stakeholders. 

CERTIFICATIONS 

IBM Data Science  |  Big Data Analytics  |  Java Full-Stack Development  |  Agile Software Development  |  AWS Cloud Practitioner (Training)  
|  AI Agent Fundamentals  |  Data Structures & Algorithms 

ACHIEVEMENTS 

•​ 1st Place – IEEE Pitch Competition (Georgia Tech) 

•​ 2nd Best Hack for Finance by Fidelity | 3rd Place Overall | Best Use of Solana - Pearl Hacks 2026 (MLH, UNC Chapel Hill) 

•​ 1st Place – IBM Inter-College Data Analytics Competition 

•​ Top 10 Finalist – Smart India Hackathon (Govt. of India) 

EDUCATION 

M.S. Information Technology – UNC Charlotte                                                                                                                                    Jan 2025 – Dec 2026 

Bachelor of Technology, Computer Science – SVITS                                                                                                                             Jun 2017 – Jul 2021 

https://github.com/darpan02-cypher/E-Commerce-SpringBoot-Web-App
https://github.com/darpan02-cypher/Distributed-Task-Scheduler
https://neurosigns.onrender.com

